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DP overview

* Assumption: a perfect model of the environment

¥ Computes optimal policies given the model

* Objective:
* Organize and structure the search for good policies
* Key idea:

* use value functions
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Policy Evaluation

Policy Evaluation: for a given policy i, compute the
state-value function V"

Recall:  State-value function for policys:

V7 (s) = En{Rr | S; =S} = En{i}’k’hkn
£=0

Bellman equation for V"

Vi(s)= Dats.a) p P R+ 7V (s))]

existence and uniqueness of VAt is guaranteed if discount factor < 1

R.S. Sutton and A. G. Barto: Reinforcement Learning: An Introduction
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Policy Evaluation

Policy Evaluation: for a given policy i, compute the
state-value function V"

Recall:  State - value function for policyr :

V7 (s) = En{R | S; =S} = En{i}’k’hkn
£=0

st=s}

Bellman equation for V" :

Vi(s)= D a(s.a) DPe[RE+ y V()]
— a system of |S| simultaneous linear equations

existence and uniqueness of VAt is guaranteed if discount factor < 1

R.S. Sutton and A. G. Barto: Reinforcement Learning: An Introduction
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lterative Methods

= V=L =V =V, —L =V

a “sweep” )

A sweep consists of applying a backup operation to each state.

A full policy-evaluation backup:
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Policy Improvement

Suppose we have computed V" for a deterministic policy .

For a given state s,
would it be better to do an action a # JF( S) ?

The value of doing a in state s 1s:

Q58 = E {r, +7V7(s,)|s =sa -a
- Sre[Rev+y V(S

Sl

It is better to switch to actiom for states if and only if

Q" (s,a) > V*(s)
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Policy Improvement (cont.)

Do this for all states to get a new policy s’ that 1s

greedy with respectto V7" :
7'(s) = argmax Q" (s,a)
= argmax E’P;‘S,[R_‘:s, +yV” (s’)]

Then V™ = V"
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Policy Improvement (cont.)

What if V7" = V" ?
ic, foralls €S, V™(s)=max Y[R +yV(s)] ?

But this is the Bellman Optimality Equation.

So V™ = V* and both rand 5’ are optimal policies.
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Policy Iteration

Algorithm 2.2 PI — Policy Iteration

Sou

Input: T,R,y,

Parameters: ¢

Output: V;

initialize V arbitrarily, choose a policy @ arbitrarily

m, =V =g Vi sLag -V —a

I
olieyevaton) - poiyimprovement “rstifeio’
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Value lteration

* Successive approximations of the value function V
* (Can be broken down into:
* estimating Q-value based upon value function

O(s,a) « R(s,a)+y E T(s,a,s)V(s)
s'eS

* selecting a policy 1t given the Q-values

L — f(Q)

* derive new value function based on m and Q-values

V(s) 2 n(s,a)Q(s,a)

acA

R ey = |
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Value Iteration

Algorithm 2.1 VI D Value Iteration

Initialize functionV arbitrarily, e.g.V(s) < 0; Vs € S
while policy is not good enougéo
for all s € S do
foralla € Ado
O(s,a) — R(s,a) +y Syes T (s,a,8 )V ()
end for
< f(Q)
V(S) — EaeAn(Saa)Q(S7a)
end for
end while

end condition policy is not good enough must be carefully selected
(e.g. distance between from two successive iterations)

ALl ]
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A small Gridworld

1. 2 |3
4 5 6 7
8 |9 |10 |11
actions 12 ha la

1 An undiscounted episodic task
1 Nonterminal states: 1,2, ..., 14;

r= -1

on all transitions

1 One terminal state (shown twice as shaded squares)

1 Actions that would take agent off the grid leave state unchanged

1 Reward is —1 until the terminal state is reached
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V). for the
Random Policy
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Asynchronous DP

T

* All the DP methods described so far require exhaustive sweeps of
the entire state set.

% Asynchronous DP does not use sweeps. Instead it works like this:
* Repeat until convergence criterion is met:

* Pick a state at random and apply the appropriate backup

* Still need lots of computation, but does not get locked into
hopelessly long sweeps

% Can you select states to backup intelligently? YES: an agent’s
experience can act as a guide.
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Summary

% Pl can be identified with Newton’s method and VI with
successive approximation.

* Running time:

* VI is polynomial in the horizon, the degree of accuracy and the
magnitude of the largest payoff.

* Pl might be computationally expensive on each iteration
* DP are bootstrapping techniques.

* makes estimates based on other estimates.

% The final state must be solvable.
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Temporal Difference
techniques

A combination of Monte Carlo and DP
ideas
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Advantages

* Do not require a model of the environment (unlike DP)

* Implemented in a fully incremental fashion (unlike
MC)

* many applications have very long episodes

* delaying learning until end of an episode is too slow

% Learns from each transition

* this is independent of the policy followed (unlike MC)
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TD prediction

Policy Evaluation (the prediction problem):
for a given policy 7, compute the state-value function V"

Recall:  Simple every - visit Monte Carlo method :

V(s) < V(s) +a|R - V(s)]
target: the actual return after time ¢

The simplest TD method, TD(0):
V(s)! V() +" [r, +#V(s,.)$ V(s)]
[ |
|

target: an estimate of the return

! 1]
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Simple Monte Carlo

V(§)< V(8) +a[R -V (9)]
where R is the actual return following state S.
S

t
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Simple TD Method

V(s,)< V(s,) + oc[rt+1 +yV(s,, )— V(st)]
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V(s)! EA{r,, +#V(s))
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TD methods bootstrap and sample

* Bootstrapping: update involves an estimate
*  MC does not bootstrap
* DP bootstraps

* D bootstraps

% Sampling: update does not involve an expected value

* MC samples
* DP does not sample

* D samples
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Learning An Action-Value Function

Estimate Q" for the current behavior policy .

r r
St Gy Ste10 Y41 St420 G40

After every transition from a nonterminal state s,, do this:

0(s.a) < Qls.a)+alr,, +v Ols,.a,,) - Ols,.q,)]

If s,,, 18 terminal, then Q(s,, ,a.,) =0.

r+1
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Sarsa: On-Policy TD Control

Initialize Q(s,a) arbitrarily
Repeat (for each episode):
Initialize s
Choose a from s using policy derived from @ (e.g., e-greedy)
Repeat (for each step of episode):
Take action a, observe r, s’
Choose a’ from s’ using policy derived from Q (e.g., e-greedy)
Q(s,0) — Q(s,a) + afr + 1Q(s', @) — Q(s,a)
s—8:a—a

until s is terminal

SARSA consider transitions from pairs (s,a) to (s’,a’), and learn the value of (s,a)
pairs.
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